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Undirected ST-Connectivity in Log Space

1 History

The problem of interest in this lecture is undirected st connectivity. For a given graph G and two
vertices s and t, determine whether there exists a path connecting s and t in G. By using any kind of
algorithm for finding a shortest path from s to t, this problem can be solved trivially in polynomial
time. But in this lecture, we are not going to consider the running time, instead, we will answer the
question what kind of space complexity class this problem exactly belongs to. When calculating
the space (memory) used by an algorithm, we only count the working space of the algorithm, that
is we suppose the input is stored on some read only memory, and we don’t count that part of the
memory. Note that this problem can also be done trivially in non-deterministic logarithmic space,
namely for each path in the searching tree, we halt the algorithm at the level N . Then, it is easy
to see that when s, t are connected, there exists a path shorter than n, which can be discovered
by the non-deterministic algorithm, otherwise, the algorithm fails at every path. At each step of
the algorithm, the non-deterministic algorithm only need to know the current position by using
logN bits. The class of such problems that can be solved in non-deterministic logarithmic space is
called SL. USTCON is SL-complete. We will demonstrate an algorithm of Reingold, which solves
USTCON in deterministic logarithmic space (L). This implies SL = L.

Before Reingold’s algorithm, people always tried to prune the graph and hoped to find a algo-
rithm belonging to L. If the diameter of G is logN and the degree of the graph is constant, then
this can be done in L. The idea of Reingold’s algorithm is to convert every graph G into a con-
stant degree graph with logarithmic diameter in log space. This essentially makes the graph much
more complicated. However, surprisingly, it works. There are three majors steps to the algorithm.
First, convert our given graph G into a regular graph such that the connectivity between vertices
is preserved. Now that the graph is regular the second step repeatedly employs the zig-zag product
to transform the graph into a large enough expander. The graph G now has logarithmic diameter
and the final step merely searches all possible paths from s to t in logarithmic space. To prove the
analysis is correct it is important to show that every step can done in log space, and to ensure that
the images of s and t are connected if and only if s and t are connected.

2 Expander graphs

2.1 What are expanders?

A graph is expanding if for every small subset of vertices there are many neighbors attached (or
edges going out) of the subset. This says that the random walk in the graph is not going to be
trapped in any small subset. The random walk will then mix quickly in the graph; similarly then
the diameter of the graph will be small.

Definition 1 Expansion ratios for regular graphs:

Edge expansion ratio: h(G) = min
S⊆V,|S|≤ |V |

2

|E(S,S̄)|
|S| ;

Vertex expansion ratio: g(G) = min
S⊆V,|S|≤ |V |

2

|Γ(S)\S|
|S| ;
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However, we don’t say a graph is an expander, because in some sense, every connected compo-
nent of a graph is expanding according to some ratio. We will consider the class of graphs that are
good expanders, those having large ratios.

Expansion is best defined for regular graphs since the random walk at every step would have
the same chance of moving to any vertex. Furthermore, mixing in the random walk would have a
uniform distribution. We will only consider the expansion of regular graphs. It turns out that, the
spectral analysis of the adjacency matrix of the graph gives into some combinatorial properties,
which will prove useful in the analysis of a graph’s expansion properties.

Denote A as the normalized adjacency matrix of G, that is the adjacency matrix divided by
the degree. Then by Perron-Frobenius Theorem, we have 1 = λ1 ≥ λ2... ≥ λn ≥ −1, where λi are
eigenvalues of the matrix A. A is actually the transition matrix of the random walk in the graph
G, that is at every vertex u of G, the probability of being at some neighbor of u in the next step
of the random walk, is 1/d.

Further by the minimax theorem of the characterization of eigenvalues, we have:

α = max
x⊥u

||Ax||
||x||

where α is the second largest singular value of A, and u is the stationary distribution of the random
walk in the graph G, and in this case, because A is symmetric, α = max{|λ2|, |λn|}.

We have the following three facts related to the eigenvalues of a regular graph:

1. By Perron-Frobenius theorem, λ1 = 1. In the language of the random walk, the eigenvector
is the uniform stationary distribution.

2. By Perron-Frobenius theorem, G is disconnected, if and only if λ2 = 1.

3. If it is a bipartite graph, then λn = −1.

Exercise:
Show that if the graph G is connected, then λn = −1 implies G is a bipartite graph, and find a

counterexample to show that when G is disconnected, λn = −1 does not necessarily mean that G
is a bipartite graph.

2.2 Second largest eigenvalue and the expansion ratio

Note that only a small (not in absolute value) second eigenvalue can ensure a good edge expander
graph, but for rapid mixing (which is related to vertex expansion and st connectivity), we need to
consider the second eigenvalue with respect to absolute value. One reason for this is because the
random walk on any bipartite graph does NOT converge to the uniform distribution (consider the
odd steps and even steps). When we say a graph is a (N, d, α) graph, if it has N vertices, it is a
d-regular graph and the second largest eigenvalue (in absolute value) of the normalized adjacency
matrix is α. If α is small, this class of graphs is a good expander class. Here is a upper and lower
bounds for the edge-expansion (also known as the conductance) of a graph:

(d− λ2)/2 ≤ h(G) ≤
√

2d(d− λ2)

The above formulas show that edge-expansion is directly tied to the second eigenvalue. The fol-
lowing theorem will show that vertex expansion is also dependent on the second eigenvalue.
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Theorem 1 For any (N, d, α) graph with α < 1, there exists an ε > 0, s.t. for any S ⊆ V, |S| ≤ |V |2 ,
Γ(S) ≥ (1 + ε)|S|.

Proof:
First by the minimax theorem, we have

||Aπ − u|| ≤ α||π − u||

where π is any probability distribution on the vertices, and u is the uniform distribution ( 1
n , ...,

1
n).

The fact we use here is 〈π − u, u〉 = 0. This essentially proved that the random walk in this kind
of graphs is rapid mixing.

By the Pythagoras theorem,

||π||2 = ||π − u||2 +
1
n
⇒ ||Aπ||2 ≤ α2||π − u||2 +

1
n
≤ α2(||π||2 − 1

n
) +

1
n

By the Cauchy’s inequality, we have, ||π||2|supp(π)| ≥ 1, ||Aπ||2 ≥ 1
|supp(Aπ)| .

By the nature of the graph, we have |supp(πTA)| = |supp(Aπ)| = |Γ(supp(π)|.
Now let p ≤ 0.5, π be the uniform distribution on any set S ⊆ V , and suppose |S| ≤ pn, then

we have:
1

|Γ(S)|
− 1
n
≤ α2(

1
|S|
− 1
n

)⇒ |Γ(S)| ≥ (
1

(1− p)α2 + p
)|S|

Then if α < 1, we proved the theorem.

Proposition 1 The diameter of every graph in the graph class (N, d, α) with α < 1 is O(logN),
because when l = log |V |2 /log(1 + ε), from a point s, the number of vertices within the radius of l
will exceed |V |/2.

Exercise: Prove this proposition.

Suppose we start from S, then we get a bigger set Γ(S) ∪ S, s.t. |Γ(S) ∪ S| ≥ (1 + ε)|S|. So
suppose (1 + ε)l ≥ 1

2 , we can find the minimum of l satisfying this inequality. So we can enumerate
the paths of the graphs in the above proposition in log space, i.e. O(log(d)log(N)), suppose d is
constant.

To end up this section, we state a very important theorem, which roughly means that every
connected, non-bipartite graph is expanding, by showing that the spectral gap is at least 1/poly(n).

Theorem 2 Every regular, non-bipartite graph has the property that: α ≤ 1− 1
dN2

3 Graph Products

The reason why the following graph operations are important is when combining them together, it
provides a very good way to improve the expanding property of the graphs and at the same time,
do not increase the complexity of the graph too much and keep the degree of the graphs constant.
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3.1 Graph Powering

If G is (N, d, α), then Gk is (N, dk, αk), all the length k paths become edges. The adjacency matrix
of Gk is simply Ak, and of course the eigenvalues of Ak are simply the powers of eigenvalues of A.
If α < 1, then graph powering will reduce the second largest eigenvalue, and hence increase the
vertex expanding ability. By the proof of vertex expansion, ε can be written in terms of α where α
is in the denominator; hence, small α implies large vertex expansion. The problem with powering
is that when you do this with length logN , you will get a poly(N) degree graph, and hence the
enumerating algorithm for paths will be log2N . Powering alone then will not produce the desired
result. Rather, the algorithm will combine the zig-zag product, defined later in this section, which
decreases the degree but essentially preserves the expansion, with powering which increases the
expansion as well as the degree.

3.2 Replacement Product

We consider now the replacement product which is simpler product than zig-zag. Much as the
standard product of graphs can be viewed as an analogy with direct products of groups, the
replacement product may be thought of as a semidirect product. In the standard product of two
graphs, G and H, every vertex of G is replaced by copy of H, and two copies are joined completely
if they are adjacent in G. The replacement product of G and H, replaces every vertex of G with a
copy of H. However in the replacement two copies of H adjacent in G are now joined simply by
an edge between two arbitrary vertices in the copies.

3.3 Zig Zag Product

A similar replacement-type product is the zig-zag product. While more complicated in its imple-
mentation, more useful bounds are known for zig-zag. The zig-zag product also can be thought of
as replacing vertices in a graph G with copies of H. However, now zig-zag redefines the entire edge
structure using rotation maps. Rotation maps merely labels the edges around each vertex. In this
way a coordinate specifying a vertex and a label can be considered to return the edge on which
to move. In terms of rotation maps then, zig-zag redefines every edge using a sequence of three
moves. Instead of just moving along an edge within a copy of H, start with that small move within
the vertex’s copy of H. Then make a big move to another copy of H based on which vertex of the
copy of H just moved to. Finally, make another small move in the new copy of H. The formal
definition is as follows:

Definition 2 Let G be a D-regular graph on N vertices and H be a d-regular graph on D vertices.
The Zig-Zag product is a d2-regular graph on ND vertices with the rotation map:
RotGzH((v, a), (i, j)) :
1. Let (a′, i′) = RotH(a, i)
2. Let (w, b′) = RotG(v, a′)
3. Let (b, j′) = RotH(b′, j)
4. Output ((w, b′), (j′, i′))

Zig-zag is a useful product because the mixing rate of the random walk in the product is now
combines the mixing rates of the random walk from the original graphs. More specifically, if the
original graphs mix well, which roughly says they are good expanders, then the product graph will
mix well. Before using the replacement product random moves had very small likelihood of getting
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out of their own copy of H. Now the big ’zag’ step in the middle ensures that a random move
always gets out. Meanwhile the small ’zig’s on either end ensure that at least one of them increases
entropy, which means more randomness. The zig-zag then is useful as preserves the expansion
properties desired, but also significantly decreases the degree of the graph, which will conveniently
counterbalance the increase due to powering.

However, before the zig-zag product may be used effectively, it is necessary to have a good
expander, a base graph. There are multiple constructions of expanders known to exist, varying
from simpler algebraic ones to brute force searching. The following base graph is used in Reingold’s
Algorithm:

Theorem 3 There exists some constant De, and a ((De)16, De, 0.5)- graph, denoted H.

The motivation for employing zig-zag is the known rather useful bounds on the resulting expansion.
Here is a weak, but simpler to prove bound:

Theorem 4 Zig-Zag product of two expander graphs is still a good expander graph:
If G = (n,m,α), H = (m, d, β), then GzH = (nm, d2, f(α, β)), with f(α, β) ≤ α+ β + β2.

For instance, H = (d4, d, 0.25), G0 = H2, Gi = G2
i−1zH ⇒ Gi is a graph of (d4n, d2, 0.5). The best

known bound is the following given without a proof:

Theorem 5 If G is an (N,D, λ) graph and H is a (D, d, α) graph, then GzH is z (ND, d2, f(λ, α))-
graph, where

f(λ, α) =
1
2

(1− α2)λ+
1
2

√
(1− α2)2λ2 + 4α2

The following corollary implies that the spectral gap of the zig-zag product is smaller by at most
a multiplicative constant (if H is a specific graph) of the spectral gap of G.

Corollary 1 If G is an (N,D, λ)-graph, H is a (D, d, α) graph, then

1− λ(GzH) ≥ 1
2

(1− α2)(1− λ)

Proof:
Since λ ≤ 1 we have that:

1
2

√
(1− α2)2λ2 + 4α2 ≤ 1

2

√
(1− α2)2 + 4α2 =

1 + α2

2
= 1− 1− α2

2

.
Therefore, from the above theorem we have λ(GzH) ≤ 1− 1−α2

2 (1− λ).
Also, from this formula we know that if λ < 1, α < 1, we have λ(GzH) < 1, and hence the

result graph is connected.
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4 The Algorithm.

Here is the algorithm:
(1) Turn G into a D16

e regular graph by using circles and self-loops. Replace each vertex u with
a cycle of length N . Now our vertices are (u, v), (u, v) is connected to (v, u) if and only if v is
adjacent in graph G to u. And we add self-loop to (u, v) to make the graph regular of degree D16

e ,
that is |V (H)|. (the result graph is non-bipartite)

Now this can be defined in terms of rotation map:
RotGreg((u, v), 1) = ((u, v + 1), 2)
RotGreg((u, v), 2) = ((u, v − 1), 1)
RotGreg((u, v), 3) = ((v, u), 3) if (u, v) ∈ E(G).
In all other cases, RotGreg((u, v), i) = ((u, v), i).
The algorithm is not required to store the graph, rather it makes a function call to the rotation

map to decide adjacency. The rotation map in turn only calls the adjacency function of the original
graph, which is stored in read-only memory. Read only memory is not counted towards our log
working space. This step then is just in the log space. As for the connectivity properties of this
regular graph, note that (s, i) is adjacent to (t, j) iff s is adjacent to t in G.

(2) Using the fact that every regular, non-bipartite graph has the property that: α ≤ 1− 1
dn2 .

Choose l be the smallest integer such that (1− 1
dn2 )2l ≤ 0.5. We claim that l = O(logN).

To see that take the log of both sides and use the formula log(1 − x) ≤ −x to give an upper
bound l′ for l. Namely, pick l′ to satisfy 2l

′ 1
dN2 ≥ log2; solving this, we see that l′ = 2logN + o(1)

works.
(3) Now we repeatedly use the zig-zag product and graph powering to reduce each Greg to a

graph in the class (poly,D16
e , 1/2), where each graph there has polynomially many vertices compared

to the original graph, constant degree, and constant second largest eigenvalue, namely 1/2 here.
Let G0 = Greg.
For i = 1 to l do Gi = (Gi−1zH)8.
Note that for each step, by the properties of the zig-zag product and the graph powering

λ(Gi) ≤ max{λ2(Gi−1), 1
2} (Exercise). Gi−1zH is of the type (N2D16i

e , D2
e , λ), and (Gi−1zH)8 is of

the type (N2D16i
e , D16

e , λ
8). Finally, we will get a graph of type (N2(De)16l, D16

e ,
1
2).

The operations (powering and zig zag product) preserve the connectivity and dis-connectivity,
because they keep the second largest eigenvalue of each connected component less than 1, and
hence those operations will not create any new connected component. For the dis-connectivity, it
is obvious that, these graph operations will not connect two components into one.

It remains to show that the rotation map of Gl can be computed in log space. First, we note
that input value, the vertex whose rotation map we want to know, can be stored in log space. This
is true since the N2D16l

e vertices of Gl can be enumerated in O(logN), actually, we can them as
coordinates of the form (v, a0, ..., al), where v ∈ G, a0 ∈ CN , ai ∈ H. Now to compute the rotation
map of Gl we need to make recursive calls the rotations maps of the Gi’s. The recursion is of depth
l then, however if we are at level i we only need to know the edges in the levels above us as well
as where we are. Yet, in powering or zig zag the moves we make are like paths, so to know where
we are we may overwrite where we have been and even where we started. Therefore, since we only
need constant space to edge, to do the recursion we need log space. Finally, at the bottom of the
recursion, we make basic function calls to the read-only memory to determine the rotation maps
of G. This can be done by searching the tape. Of course to know where you are in the searching
(and hence what will you return), you need to enumerate the vertices of G, which can be done in
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log space.
To complete the algorithm, we now start at (s, 1, ..., 1) and search all possible paths of length at

most the diameter. If any of them gives (t, 1, ..., 1), we return that s and t are connected. Otherwise,
we return that they are disconnected. Once more, this is correct, because we proved that in Gl
(s, 1, ..., 1) is connected to (t, 1, ..., 1) if and only if s and t are connected in G. Moreover, searching
the paths can be done in log space. We simply enumerate all the possible paths to keep track of
which one we are checking. Note that diameter is logarithmic since λ ≤ 1

2 . Since Gl is D16
e regular,

a path is simply a series of choices from among D16
e edges. Thus there are D16logN

e paths; they can
be enumerated in 16logDelogN = O(logN). To make a move in any path we call the rotation map
of Gl; as mention above this can be done in log space. Thus the whole algorithm runs in log space.

4.1 A high level code for the algorithm

(1) Let a = (s, 1, 1, 1, ..., 1) = (s, a0, a1, ..., al), we try to explore all the points a can reach.
where s is the input source, a0 is the index of s in GREG, a1, ..., al is the index of s in the Zig-Zag
product clouds.
(2) For each d ∈ [1, D16

e ], Path = {(d, 1)}, ac = a, DFS(d, 1).
Note that, Path is used to record the branches the algorithm takes, the space it uses is
16logDelogN . All the ac are sharing the same memory, which means they are all temporary
variables.

Procedure DFS(d, i):
(1) calculate RotPGl

(ac, d) = (b, d′), check whether the path has passed b.
(2) If b = t or b ∈ Path, END
Note: to check whether b ∈ Path require O(logN) space.
(3) ac = b, For each d ∈ [1, D16

e ], DFS(d, i+ 1).

Function RotPGi(ac, d): ac = (v, a0, a1, ..., ai)
(1) Write d as D2

e -adic number of length 8 = d1, ..., d8. (di are recorded in the stack of the
recursive function callings)
(2) (walking by powering) For k = 1 to 8: ac := RotZGi(ac, dk).
(3) Return ac.

Function RotZGi(ac, d) : ac = (v, a0, a1, ..., ai) (if i = 0, then call RotZGreg , which is omitted here)
(1) d = (k, l) ∈ De ×De.
(Each of these l takes up O(1) memory, when doing the recursion, this is one of the information
we are decoding)
(2) a′i = RotH(ai, k).
(3) (b′, b′i) = RotPGi−1(ac, a′i), omitting the last coordinate of ac.
(4) bi = RotH(b′i, l), keeping the other coordinates of b′.

5 Conclusion

In summary, every connected, non-bipartite graph is an expander. Its second eigenvalue sheds
directly correlates to its expansion. Graphs that are good expanders are useful due to their loga-
rithmic diameters and hence good mixing rates. Spectral analysis of the eigenvalues of graphs can
provide unprecedented algorithms such as the one displayed here. This algorithm well deceptively
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simple uses the powerful idea of replacement type products such as the zig-zag product. The zig
zag product is a product that preserves the good expansion properties of graphs. When combined
with powering this can turn any graph into a good expander. The algorithm abuses this idea to
turn any graph into a good expander with same connectivity properties. Since the rotation maps,
that is the edge labelings, of this new graph can be computed in log space, the algorithm simply
searches all possible paths to solve USTCON. Since the new graph has logarithmic diameter, the
paths can be enumerated in log space. This algorithm was a major breakthrough since USTCON
was SL-complete. This algorithm single-handedly proved that class of nondeterministic logarithmic
space algorithms (SL) can be run in deterministic logarithmic space, that is: SL = L.
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